
CSE 6230: HPC Tools and Applications Fall 2009

Homework 2 — Due: September 29
Instructor: Prof. Richard Vuduc Your name:

Machines

You may use any cache-based machine with a “general-purpose” processor for this assignment. If
you are in doubt for a particular machine of interest to you, please ask.

You are welcome to use the CSE Hogwarts cluster for this assignment. For information on how to
log in and use the cluster, refer to the following URL.

http://support.cc.gatech.edu/facilities/instructional-labs/the-hogwarts-cluster

The processor on the Hogwarts nodes is based on an Intel “Nehalem” design. You may find the
file, /proc/cpuinfo, on the cluster for some basic information.

Part I. I/O complexity and parallelism

In class, we sketched how to derive a lower bound on the number of transfers between slow and
fast memory. In particular, for a sequential square matrix multiplication on n × n matrices, we
argued that the number m of “mops” (word transfers between slow and fast memory) is:

m(n, Z) = Ω
(

n3

√
Z

)
(1)

Extend this result to the parallel case in the following exercises.

1. Consider a parallel matrix multiply, in which some processor performs W flops total. Argue
that this processor performs m(W,Z) = Ω(W/

√
Z) words, where Z is not the cache size but

the size of the processor’s main memory (ignore cache within the processor).

2. Give a lower bound on mp(M,K, N,Z), which is the number of words transferred for the
entire parallel matrix multiply computation C ← A · B on p processors, where A is M ×K,
B is K ×N , and C is M ×N .

3. This lower bound, though described in terms of transferring individual words, really gives a
bound on the total volume of communication (i.e., total amount of data transferred). Suppose
that the cost of sending a message, or message latency, in a given parallel system is very high.
Consequently, you wish to know the minimum number of messages, as opposed to bytes of
data transfer. Give a lower bound on the number of messages in terms of M,K, N , Z, and p.
(Use your result from question 2 above.)
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Figure 1: Matrix multiply performance. Single-core double-precision peak is 11.2 Gflop/s.

Part II. Tuning Sequential Matrix Multiply

Overview. To get hands-on experience with low-level, single-core optimization and tuning for
cache-based superscalar microprocessors, you and a partner will implement sequential (single-
core) dense matrix multiplication on any machine and/or language of your choice.

Recall from class that there is a gap between what should work well and what evidently really
works well, as depicted in Figure 1.

You will need to turn in the following.

1. A tarball containing the source code for your implementations.

2. A write-up, with answers to the questions posed in this homework. You may turn in a
paper copy of your assignment in class on the due date, though I would prefer you include
an electronic copy of your write-up in the tarball above.

Please submit these materials using the class T-Square site.

Getting started. I’ve posted a tarball on the course website, which contains the following:

• A matrix multiply driver, which times and checks the correctness of a (your) square matrix
multiply implementation.

• Four “starter” implementations: a “naı̈ve” (3 nested loop) implementation; a basic 1-level
blocked code; a cache-oblivious (recursive) code; and a naı̈ve Fortran implementation.

• The Makefile provides a (sloppy, admittedly) mechanism to tune the block size and build
a hand-tuned vendor implementation. You may need to adapt this file to build on your
system.
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Part (a): Learn about your machine. Pick a machine with a cache-based architecture (a Hog-
warts node is fine, or any other machine of interest to you) and describe its characteristics that
you believe are relevant to optimizing sequential matrix multiply. This should include as much
information as you can find on the pipeline, caches, and instruction latencies for key operations
(e.g., load/stores from cache or memory, floating point adds and multiplies), presence of special
instructions (e.g., SIMD/SSE), etc.

What is the peak performance (Gflop/s) of a single core on your machine?

Part (b): Implementation. Implement a sequential matrix multiply for your platform. Your goal
is to hit 2

3 of peak.

As you create your optimized implementation, try to answer the following question: What is the
effect of cache/TLB optimizations and tuning, compared to combining these optimizations with
“lower-level” instruction/register-level optimizations and code tuning? These two broad classes
of optimizations are of course not cleanly separable and may interact, but do your best to answer
this question.

Create plots of performance vs. matrix dimension that characterize the effect of different kinds
of optimizations. Keep track of what things you try, what works and does not work. Try to
characterize the “effort” of your optimizations in terms of your time/effort and lines of code.

The driver uses double-precision, but you may substitute or tune for single-precision instead if
you wish.

Grading. I am really looking for a “best effort” than an absolute fraction of peak. I’m looking to
see that you tried a lot of things and did a careful job trying to characterize what works and what
doesn’t.

I will weight the “warm-up” exercise as 5% of this assignment, 60% for your implementation
(code), and 35% for your write-up. That is, the write-up is not a small part, so you may find it
helpful to write up things as you try them.

There will be a prize for the “best” performing implementation. Since this may vary (among
several categories, e.g., “small” vs. “large” sizes, best fraction of peak for any problem size vs.
best average performance, etc.), there may be several prizes awarded.

Teams of 3. You are encouraged to work in pairs but no more than a team of 3. If you work in a
team of 3, you need to implement a tuned matrix multiply on two different machines, on of which
may be a GPU implementation.

Advice. My main piece of advice: Start early!

Also: Tuning (trying different code variants) requires some efforts. You may find it helpful to
write some simple scripts that can help generate different code variants.

On x86, you do not need assembly language coding, but you may find it helpful to use SIMD
intrinsics for SSE.

3


